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Abstract. The paper outlines the design and implementation of a distributed object framework for
the Web. Web applications are aimed to deliver Web services through the Internet to Web browsers.
Currently, coding Web applications is location and platform dependent: programmers entangle code
for client and server together with different technologies. Due to the diversity and dynamicity of the
Internet, it is hardly believed such inflexible code could deliver good performance in all the cases. On
the other hand, developing distributed programs on heterogeneous systems is by no means trivial.
The goal of this framework is to provide a programming abstraction over the heterogeneous Internet,
and the mechanism to realize the abstraction. Developers thus interact with a uniform programming
environment instead of various protocols and technologies; that enables rapid development and leaves
its deployment to the framework management system. Customizable application deployment allows
flexible program execution under fluctuating service loads and unpredictable runtime conditions.
The proposed research is composed of two tasks: a scripting language with concurrent object support
and the associate retargetable compiler to provide a uniform abstraction over the Internet, and a
framework management system for adaptive application deployment and resource management.
The major contribution of this work is to extend the control and management of the Web out of servers
without special protocols and software. When Internet servers become more aware of and adaptive to
execution environments, the Internet utilization will be more balanced and thus more efficient.

1 Introduction

Since its advent a decade ago, the Web has evolved to be a dynamic “living organism,” feeding on fresh
information, generating new data and services, and shedding obsolete ones. Though started as a network
content delivery system, it has increasingly transformed itself to an integrated service framework where its
stakeholders develop, deploy, provision, and use services as well as contents. Web servers that were designed
to deliver individual web pages in response to URL requests have been extended not only to compose web
pages on the fly but also to service complex web applications. Web browsers have become a consolidated
gateway to the web of information and services.

An important consequence of the evolution is that the once simple client-server model of the Web gave
way to a deeper infrastructure with many intermediaries before and behind a web server. Between clients
(browsers, applications, etc) and web servers are placed proxy caches, edge servers, and reverse proxy caches
to offload the web servers and reduce response time by caching static and dynamic contents. Increasingly, data
contained in these contents themselves are produced dynamically from diverse sources that are geographically
distributed and assembled into web pages on the way as they travel through many meta-servers from their
sources to the web server [27]. The trend is expected to continue as more Web-enabled devices and appliances
are introduced to the market and managed through web servers.

Remarkably, the Web access model for clients has largely remained unaffected; they still access the Web
without necessarily seeing the intermediaries. This location transparency at the client comes at the expense



of increased complexity of application development and deployment at the server. When developing an
application, Web service developers 1 are required to take into consideration where to run the application
and when to load its data in addition to how to provide what.

Since different platforms (for example, a PC, a PDA, an edge server, etc) provide different sets of ca-
pabilities and some do even proprietary technologies, Web service developers must plan in advance what
platforms on which an application will run, and implement a version for each of the platforms accordingly.
A rule of thumb to ensure efficient execution of database-intensive web services is to place them close to
the databases they access. However, depending on the circumstances it may be more efficient to have such a
web service run on a client’s machine (e.g., when the client has proper access rights and is connected to the
database through a secure high-speed network).

As a simple example, consider a second-level menu example. A second-level menu shows up after the
user select an option on the top-level menu. For shorter latency and less communication, many Web pages
populate all the second-level menus (and hide them) with the top-level one. The technique is similar to
prefetching in compiler technology since it is expected that the user will make a choice with high probability.
Similarly, Web applications can ship data and code even if they are not for the current requests for better
interaction. In most cases this does help because the addition payload is not much, but in a high-latency
and low-bandwidth network it might not. In the reverse, to ship more than the needed in such kind of
connection prolongs the latency and eventually many end users just give up and leave the site. Accordingly,
with the knowledge of best place to run, a good Web system should also know the good timing of execution.
Typically these placement decisions co-exist in an application intermingled with its application logic, making
the application unable to adapt to environmental changes.

A preliminary study indicates that to deliver highly portable, adaptable Web services, they must be
developed free of placement constraints following a design principle akin to that of aspect-oriented program-
ming [14, 15] and the placement decision making be parameterized with dynamic runtime conditions.

The purpose of the research is to develop an adaptive distributed object framework for easy development
and deployment of Web applications. The primary objective is to provide Web developers with tools for
location-transparent application development and adaptive resource management. Using the programming
tools, programmers will be able to write applications without worrying about where to run and when to
load. The resource management service will monitor the system load and probe users’ capability, and make
placement as well as resource procurement decisions.

The research will take a two-pronged approach to accomplishing the stated objective. First, a flexi-
ble programming system for location-transparent service development and deployment will be developed.
The system comprises a platform-agnostic scripting language and the associate compiler for comprehensive
source-to-source translation. The language will be based on self-contained concurrent objects communicating
through message passing and will incorporate salient features from existing scripting languages. The com-
piler takes a platform-independent application implementation along with a deployment scheme detailing
the aspects such as object placement, target platform, communication protocol, and produces a customized
distributed code.

In conjunction with the programming system development, a framework service system will be built
that performs automatic application partitioning and placement based on site-specific application placement
policies, user capabilities, and current system load. The framework service system will be composed of two
sub-services. The system monitoring service continuously monitors load fluctuation and application access
patterns on hosts. The resource management service is responsible for placement decision-making: it generates
initial deployment schemes for an application; based on the information collected by the system monitoring
service, the resource management service updates existing schemes to reflect changes in runtime conditions.
Thus the framework is adaptive in two ways: it adapts applications to various platforms and protocols on
the Internet (via the retargetable compiler) and to unpredictable runtime conditions.

1 we use the term to refer collectively to Web designers, Web application developers, and Web service deployers.
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2 Background and Related Work

2.1 Evolution of the Web Infrastructure

After a decade of evolution, the Web became a smorgasbord of Web browsers and Web servers of different
capabilities (See Table 1). The introduction of wireless Web-enabled devices (e.g., PDAs, mobile phones) only
increased the degree of heterogeneity. In a sense, the Web became fragmented along the line of compatibility.
An unpleasant consequence of this fragmentation is the proliferation of the sign “this page is best viewed with
Browser X” on the Web. Web application developers simply gave up on keeping up with the diversification
and only targeted a few most popular platforms.

An unpleasant result from the heterogeneity is the diversified programming environments. Most Web
applications are implemented with one or more scripting languages. Client scripts are tiny programs attached
and working with HTML/XML documents on a browser. They are primarily used to improve user experience
by reducing network traffic. Theoretically, one can use any language to write client scripts, but they will
only run on browsers that support that language, with different supports. Most popular are JavaScript
and VBScript. At the server end, scripts generate desired HTML/XML documents according to the client’s
requests. There are a plethora of scripting languages: Perl, Active Server Page (ASP), PHP, ColdFusion,
Java Server Page (JSP), extended Server Side Include, just to name a few. These languages work only with
some of backend platforms such as COM, .NET, and J2EE, but not all of them. The use of proprietary
mechanisms results in non-portable applications; when a web site changes its server platform to another,
parts of its web applications have to be re-written.

Another challenge comes from the HTPP protocol, which was designed primarily for document retrieval
but not for interactive Web applications. To serve its original purpose, the HTTP protocol is asymmetric
and stateless. Communications in HTTP are initialed from the client (some attempts endeavored but none
succeeded), thus active push from the server can only be achieved by browser extensions, which are not
always available. To mimic stateful communications, ad-hoc solutions like cookies and session objects are
widely used. These limitations make communication link hardly transparent to programmers and applica-
tion partitioning between the client and the server must happen before deployment and cannot change until
explicit modification is made to the application. Consequently, applications, once deployed, cannot auto-
nomically adapt to unpredictable changes in the environment, such as network upgrade, different browsers,
server upgrade, etc.

2.2 Resource Management

Conflicting goals that greet today’s web deployers are how to guarantee the average QoS for users at the
same time to keep both resource utilization return on investment high. Enlisting sufficient servers to handle

Table 1. Global market shares of web browsers, web servers, and server-side script languages

Web Browser Share

Microsoft IE 6.0 57.6%

Microsoft IE 5.5 18.3%

Microsoft IE 5.0 16.9%

Netscape Navigator 4.0 1.1%

Mozilla 1 1.1%

Microsoft IE 4.0 0.9%

Opera 6.0 0.8%

December 16, 2002.
OntStat.com [19]

Web Server Share

Apache 65.10%

Microsoft 25.59%

Netscape 1.13%

Zeus 0.96%

WebSTAR 0.73%

WebSite 0.33%

Other 6.16%

April 1, 2003.
E-Soft Inc. [12]

Language Share

MS ASP 48%

PHP 30%

Sun JSP 2%

ColdFusion 20%

March 4, 2002.
PHP EveryWhere. [4]
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the peak load is not desirable as the peak load happens infrequently, idling most of servers. A few attempts
were made to structure web application services in an n-layered way and “disperse” servers at the front layer,
only with limited success. To achieve better resource utilization, content delivery networks (CDN) [6, 7, 9] are
being offered, which extends the server pool of a web site to the edge of the Internet (i.e., edge servers). Since
web servers keep full control over proxies (through additional complexity to application developers), many
cache-related technologies can be still employed. However, it is still expensive and small- to medium-sized
organizations cannot afford the services offered by CDN and the extra layer increases the heterogeneity even
more.

2.3 Java-based Languages for Transparent Distributed Computing

Though Java provides developers with a uniform abstraction across different platforms on the Web, it does
not completely hide the complexity of distributed computing. Inspired by Java’s platform independence and
popularity as a web programming language, many approaches have been proposed to extend Java to sup-
port transparent distribute computing. JavaParty [21] introduces a new remote class modifier to annotate
classes whose instances should be distributed across different hosts and hides remote communication details
from programmers. The JavaParty runtime performs object distribution and migration using a “distribu-
tion strategy,” which it may change depending on program execution. A programmer may specify multiple
distribution strategies, but they have to be given prior to program execution. Doorastha [3] takes Java-
Party’s annotation-based approach a step further. In addition to annotation of classes whose instances will
be distributed, Doorastha allows a programmer to annotate the argument passing semantics of method in-
vocations to improve performance. Object distribution policies are dispersed in program as part of object
creation annotation, limiting its adaptability. For example, application needs to be recompiled to use a dif-
ferent placement policy. Java// [1] is a distributed programming language based on concurrent object which
supports the Java syntax and high-level transparent inter-object synchronization though “future” objects. It
is implemented using a class library and supports only static specification of an object distribution strategy.
Though these languages provides transparent distribution of an application, their primary goal of trans-
parent distribution is to optimize a single run of an application on different platforms. By contrast, we are
interested in improving user experience and system performance over the continuous operation of a Web
server through automatic adaptive application placement.

2.4 Automatic Application Partitioning

Task partitioning and allocation (or, task assignment) has been studied quite extensively in distributed
computing [24, 22, 16, 17]. It is the process of, for a given set of n communicating tasks, partitioning and
assigning them to p processors to achieve a specified goal, such as minimization for the total execution time
and communication costs, minimization of interprocess communication costs under the constraints of load
balancing, minimization of the number of tasks per processor, minimization of completion time. In many
formulations of the problem, finding an optimal task assignment is shown to be NP-hard [16] and many
heuristic algorithms have been proposed. Most of them assumed prior knowledge of the execution cost of
each task and inter-processor communication costs.

Successful adoption of distributed object technologies in software development encouraged researchers to
take a fresh look at the traditional task allocation problem in the form of automatic application partitioning in
the context of the Web. After all, the Web is a gigantic distributed system. Automatic application partitioning
is an audacious attempt to automate truly location-transparent generation of distributed application without
human in the loop. This line of research inspired our proposed work in this paper.

A number of systems have emerged in the industry as well as in academia. Some systems repartition
an existing distributed application or generate a distributed version from a sequential “legacy” application.
Others focus on location-transparent application development. Coign [10] aims to automatic repartitioning
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of applications built from binary components without access to source code. Coign profiles inter-component
communication using a process known as “scenario-based profiling.” Based on profiled information, Coign
partitions and distribute components to minimize communication cost for a given distributed environment. It
has limited applicability as it requires binary components comprising an application conform to Microsoft’s
proprietary Component Object Model. Addistant [25] is a Java bytecode translator for automatic distribution
of a sequential “legacy” Java software. It takes a Java software to be partitioned and uses a separate user-
specified placement policy to translate it to a a distributed version. Addistant requires placement policies
be specified at the class level, limiting the opportunity to exploit object-level concurrency. It is also less
adaptive because a new distributed version needs to be generated from the original sequential software with
a new placement policy as the environment changes.

Pangaea [23] is a source-to-source translator that takes a pure “centralized” Java program and generates
an annotated one for a particular back-end (e.g., CORBA, JavaParty, Doorastha). It derives an instance
interaction graph from the program, which is an approximation of the program’s runtime structure, and
produces a partition that satisfies user’s distribution requirements and that minimizes inter-processor com-
munication costs. It is an interactive system as a programmer specifies her distribution requirements working
with the derived instance interaction graph. J-Orchestra [26] uses information from static analysis and execu-
tion profiling to automatically partition applications. It requires no annotative inputs from users other than
system configuration information. It operates at at the Java bytecode level, meaning it rewrites application
code and replaces local data exchange with remote communication (e.g., Java RMI [18], indirect pointers)
along the partitioning boundaries.

Each of these systems proposes unique implementation techniques that we can exploit for our proposed
research. However, all of them are language-dependent and do not satisfactorily address the challenges posed
by intrinsic heterogeneity of the Web. For example, Coign assumes Mircrosoft DCOM platforms; the others
require availability of JVM on each host. In addition, although the Web can be viewed as a huge distributed
computing platform, applications on the Web are quite different from those in the systems mentioned above:

First, Web applications are not distributed among servers and clients before execution. Because these
platforms span over the Internet, the cost of application distribution cannot be ignored. Second, Web appli-
cations are loosely-coupled: they are composed of dynamic pages and static resources, which can be served
by different servers with different technologies. As the result, Web applications are usually loaded on the
basis of need: in most cases, only a small portion of an application has been accessed and thus loaded in
one session. That implies a Web application can still serve for requests even part of it is not ready to use.
Third, A common reason to use distributed programming is to speed up a long computing task. Therefore a
shared goal of these systems is to optimize a particular run of an application on a distributed platform. On
the contrary, each session of a Web application consumes much less resource comparably, but the number
of runs is much greater. It is more important for web servers to improve overall system performance and
resource utilization over continuous operation than to optimize a particular single run of an application.
These distinctions lead us to a new approach to our framework.

3 Technical Issues and Design Choices

The objective of this research is the development of a framework for an efficient, location-transparent Web
development and deployment. Our preliminary study showed two important areas for investigation to achieve
the proposed objective: location-transparent application development, and dynamic application partitioning
and redeployment over heterogeneous platforms. This section describes technical challenges that are to be
encountered and outline our approach to the goal.

3.1 Programming Model

As the Web evolves, more and more dynamic contents are serviced by Web servers and browsers. For example,
most Web servers customize documents per a request basis using dynamic page generation. An increasing
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Fig. 1. Programming at a higher level of abstraction enables adaptive deployment over heterogeneous platforms.

number of browsers support interactive documents which respond to user’s actions for better Web experience.
These dynamic contents usually require complex interaction between client and server objects. And for QoS
aware service provisioning, these components need to be relocated per a request basis. However, a few
properties in the current Web infrastructure make arbitrary component relocation difficult.

– HTTP is simple and efficient for document retrieval. Yet its asymmetry and statelessness make it less
attractive for location-agnostic development of distributed applications (in particular, Web applications).
The one-way initiation makes server-to-client remote function invocation all but impossible. Many Web
servers rely on ad hoc techniques, such as cookies and specially arranged hidden form elements, to
maintain session states.

– The current Web access is based on a simple client-server model. This dichotomy has allowed each side
to undergo independent evolution. The end results are mutually incompatible, diverse document object
models in Web servers and browsers, and different technologies built upon these models.

These observations led us to use of a uniform object-based programming model which blurs demarcation
between client and server objects and between local and remote objects, and obviates the notion of location
(Figure 1).

The programming model is based on concurrent objects, in which objects create other objects dynami-
cally and interact with each other via message passing. Sharing the same programming model at a higher
level not only enables use of a single programming language with consistent APIs, but also reconciles the
incompatibilities between low-level implementation models at the two ends. The abstractions provided by the
model hide location-specific distinctions among clients and servers and make HTTP requests and responses
invisible to programmers. All entities involved in executing Web applications are represented as objects in
the same address space (albeit virtual).

3.2 Programming Language of Choice

Almost all programming languages can serve as the framework language. We decided to use one of scripting
languages for the simplicity and flexibility. The two properties which contributed most to their success also
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make them attractive for Web application development. Being simple makes them easy to learn, an important
factor for Web developers, especially those with less technical background. Being flexible means applications
written in a scripting language are amenable to modification. Another reason to favor scripting languages is
that they are ubiquitous in the Web. Almost all browsers and servers support at least one kind of scripting
languages. We chose JavaScript (i.e., ECMAScript) as the framework language. The most critical factor
for the choice was its near omnipresence; even Microsoft IE and ASP product lines support a version of
JavaScript (i.e., JScript). Such omnipresence means less work for the translator.

3.3 Source-to-Source Compilation

A naive strategy to implement a platform-independent programming framework for Web application is to
use specialized software and proprietary communication protocols. We believe the sheer scale of the Internet
and the diversity of client platforms render such a strategy impractical. Note that only the Web server is
in a service provider’ total control. Also, note that the wide use of firewalls disallow use of non-standard
communication protocols.

Instead, we have adopted an approach that involves source-to-source translation to cope with diverse
execution environments. A developer writes a Web application using a platform-independent programming
language as if it ran on a single platform. Before being deployed, the application undergoes source-to-source
translation with a separate deployment scheme based on its request context (Figure 2). The translation
is necessarily platform- as well as location-dependent; depending on platforms involved and the placement
specification given, different parts of the Web application are translated to target codelets in different im-
plementation languages. For example, an advanced Web browser may receive XML documents with complex
client scripts while a thin client will get basic HTML documents with most of computation being done at
server side.

This translation-based approach offers better scalability and adaptability. Without rewriting applications
service providers can have them take advantage of the latest technology as soon as it becomes available, and
adapt to changes in infrastructural support by extending the translator. Even system migration becomes
feasible: switching from J2EE to ASP.Net, for example, can be readily achieved by employing a different
translator. The overhead incurred by the translation process can be managed tolerable since Web servers
may opt to cache translation results and reuse them for other compatible request contexts. Also, it does not
necessarily introduce any additional security risks because the baseline framework on which the approach is
built has already been deployed and managed by existing platforms and technologies on the Web.

We have a prototype compiler for Microsoft Internet Explorer Version 4 (and above) and Active Server
Pages [2]. The compiler takes the source code and an object deployment scheme to generate one or more
ASP pages embedding client scripts. The diversity in different capabilities of browsers and servers is not so
daunting: they can be categorized into several classes (for example, HTML only, DOM Level 1 [28] , ..., etc)
and in each class, most discrepancy arises in syntax only. Instead, the most challenging part is the state
management across the HTTP connection. The HTTP protocol is stateless and for security reasons, Web
applications have very limited control over the client’s storage system. To ensure consistent state in the
browser, sometimes objects have to be passed back and forwards along the communication path.

Another challenge is the timing of object loading. In the current model, Web applications are organized
in pages. Therefore when a Web page is downloaded to the user’s browser, all the client scripts for that
page are also downloaded. In spite of the inflexibility (some scripts will never be used), it does make some
sense. In our framework, however, there is no concept of page. Visual changes in the browser may be realized
by client scripts in a single page, by server scripts with multiple pages, or the combination, depending on
the request context and the deployment scheme. Our current prototype is load-on-demand: an object is
loaded only when it is explicitly referenced. It is more desirable to have some kind of object prefetching. The
research problems will be how much (based on network conditions and characteristics) and what to prefetch
(depending on user access patterns).
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3.4 Automatic Application Partitioning

The resource management service generates deployment schemes which are required by the framework com-
piler and thus achieves the goal of automatic application partitioning. Since the optimization goal of Web
applications is to improve overall user experience and resource utilization of a web server, the resource
service system does not attempt to optimize individual responses to clients. Rather, it employs an ”trial-
and-error” approach where it keeps track of the efficiency of each application deployment and adjust the
corresponding deployment scheme to gradually improve the user experience for subsequent requests (i.e.,
dynamic adaptation).

For object placement, the resource management service will start with a static analysis to infer an object
access graph from an application, identify the components with fixed locations (for platform capabilities
and/or security concerns), then perform an approximation algorithm of mincut that tries to minimize net-
work traffic between a client and a server. The rationale behind is that the communication cost is usually
over the computation cost. The result can only serve for an initial scheme but not an optimal one because
the object access graph is incomplete. In most cases, the actual access graph depends on the user’s inputs
and the content in data source, which cannot be determined prior to execution. Thanks to the characteristics
of Web applications, we can afford initial bad deployment schemes and gain more dynamic information from
these runs. With more runtime parameters collected, the resource management service calibrate individual
deployment strategies to guarantee best effort QoS for subsequent requests.

We adopt a similar approach to address the problem of object loading. To decide how much to load in
a request, current network conditions and characteristics of servicing path will be examined. Based on the
quota for each request, the resource management service will sequentially pick the object that has not been
shipped and with the highest probability to access next. Initially, it assumes equal probability for all possible
accesses. After enough runs, the resource management service will gain more accurate information.

For the autonomic partitioning and redeployment to work successfully, accurate performance monitoring
and prediction (if possible) is critical. A comprehensive low-overhead monitoring service for system perfor-
mance will be developed to monitor server and network loads. It will analyze interaction patterns among
application components and identify performance bottlenecks to assist the efficient decision making for repar-
titioning and redeployment. A number of performance metrics will be employed including turn-around time,
average waiting time, and average response time.

The self-tuning approach not only finds good deployment schemes, but also can adapt to the dynamic
changes on the system. Along with the fluctuations in system utilization, the content of data source is
updated with the use of the application, and (part of) the Web application itself may undergo modification
and maintenance.

3.5 Framework Architecture

Follow the explanation of each component, the framework architecture is summarized (Figure 2):

The programming system allows programmers design applications as if they are targeted for a single
stand-alone machine; programmers do not make any assumption on location of components. Upon a request,
the framework service system examines the execution context for the request, verifies requester’s access
capabilities, and serves the request by partitioning and deploying the corresponding application. If translation
is necessary, the framework service system will invoke the compiler.

Note that compiled versions can be cached and reused, recompilation occurs only if a deployment scheme
undergoes changes. The execution context contains not only browser’s capabilities, but also the server load,
the possible proxy servers in between the requester and the server, security requirements, and network
properties. The framework service system collects client capabilities from incoming HTTP request 2.
2 Client capability information that the framework needs to know will be contained in a HTTP request.
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Fig. 2. Framework Architecture.

4 Discussion and Conclusion

In this paper we describe the design and implementation of a distributed object framework for the Web,
which takes an adaptive approach to perform autonomous application deployment and automatic application
partitioning.

Since Web applications are built over the abstraction provided by the framework, their execution does
not depend on specific platforms. On this property, there are two possible extensions on the framework:

In addition to the client and the server, there are numerous intermediary servers scattered in the Inter-
net, such as proxy servers (for static data cache), reverse proxy servers [29, 13] (for dynamic data cache),
edge servers [20, 8] (to bring computation closer to the client). The framework can take these servers into
consideration. However, these servers are involved with data reuse among requests and not all of them can
be managed by the server. The adaptive approach to find deployment schemes is not sufficient and thus not
in the scope of this paper.

The framework can also be extended with utility computing where users will get resources when they need
without a priori reservation and pay for what they have used, for example, IBM’s On Demand computing [11],
HP’s Utility Computing [5]. When the system is overloaded, the resource management service can augment
its capacity from utility servers and thus generate deployment schemes where some objects are offloaded
from the server to these utility servers.

One distinctive feature of this research is that no special software and protocols required to exploit
the resources external to the server. The framework will automatically deliver differentiated code best for
the execution context. In addition, existing applications can benefit from future Internet technologies and
protocols as long as the framework compiler is kept updated.

The intrinsic heterogeneity of the Web has been a main impediment to platform-independent applications
development and efficient resource utilization. Successful completion of the research will remove the road
block on the way to location-transparent application development and adaptive resource management, re-
sulting in better user experience and cost-effective resource utilization in the Internet as well as in intranets.
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