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Abstract—For a given algorithm, the energy consumed in
executing the algorithm has a nonlinear relationship with per-
formance. In case of parallel algorithms, energy use and perfor-
mance are functions of the structure of the algorithm. We define
the asymptotic energy complexity of algorithms which models the
minimum energy required to execute a parallel algorithm for a
given execution time as a function of input size. Our methodology
provides us with a way of comparing the orders of (minimal)
energy required for different algorithms and can be used to define
energy complexity classes of parallel algorithms.

I. INTRODUCTION

Energy is a critical concern in computing [1], [17], and
specifically in cloud computing [2]. It has previously been
observed that energy and performance are related in different
ways to input size and the number of cores used. While parallel
time complexity provides an appropriate way of comparing the
performance of algorithms, there has been no comparable char-
acterization of the energy consumed by a parallel algorithms
on an architecture.

In this paper, we define the asymptotic energy complexity of
parallel algorithms. Given a performance requirement (based
on the complexity of the sequential algorithm), the metric
characterizes the minimum energy required to execute a par-
allel algorithm on a parallel architecture, as a function of the
input size. In other words, as the input size is increased, the
energy spent by a parallel algorithm would grow at least by its
asymptotic energy complexity, regardless of how many cores
are used or at what speeds they operate. Our methodology
provides us with a way of defining energy complexity classes
of parallel algorithms.

In the case of sequential algorithms, it is possible to lower
the frequency of a core to reduce energy consumption at
a cost of increased execution time. However, for a fixed
performance target, the amount of energy required is also
fixed. Furthermore, both the execution time and the energy
consumption of a sequential algorithm are proportional to
the total number of operations. Thus, both time complexity
and energy complexity are indistinguishable for sequential
algorithms.

In the case of parallel algorithms, the precise relation of
execution time and energy consumption, with the number of
cores used and the frequency at which these cores operate,
can be more involved. For example, for certain parallel al-
gorithms and architectures, communication delays are masked
by overlapping communication and computation. This can sig-
nificantly improve performance, although the energy required

for communication would be unaffected by such overlapped
execution. As with the sequential case, it is always possible to
lower the frequency to reduce the energy consumption while
increasing execution time. Thus, the energy consumed by a
parallel algorithm is meaningful only under a performance
bound.

An analysis of performance (inverse of execution time)
or energy consumption requires fixing a particular parallel
computation model. In cloud computing message passing
between nodes is the norm. It is reasonable to assume that as
the number of cores increase, multicore architectures are likely
to be based on message-passing [18]. We therefore choose a
message-passing model of parallel computing for our analysis.
We further assume that all cores are homogeneous, and in
particular, we assume that they all operate at the same fre-
quency. This assumption is realistic for many architectures as
frequency scaling may be achieved by globally controlling the
voltage. More importantly for us, the homogeneity assumption
keeps the analysis simpler and allows us to focus on the energy
complexity of algorithms. We also assume that the cores that
are idle consume minimal power, something that is already
true in many architectures. We do not concern ourselves with a
memory hierarchy but assume that local memory accesses are
part of the time taken by an instruction. We consider alternative
models of communication time. First, we assume that the
communication time between cores is constant; although this
is a reasonable assumption in cloud computing, it is unlikely
to be true in multicore computers with a very large number
of cores. However, constant communication time provides a
reasonable approximation as long as the time taken for sending
and receiving a message is much greater than the time taken
en route between the cores. We then consider a more scalable
model of communication time.
Contributions: This paper is the first to propose a method
for analyzing the energy complexity of parallel software. We
illustrate our methodology by analyzing different types of par-
allel algorithms, specifically, algorithms which have different
communication patterns.

II. RELATED WORK

A number of researchers have studied software-controlled
dynamic power management in multicore processors. The idea
is to use some control knobs for runtime power performance
adaptation. Two such knobs have been proposed: dynamic
concurrency throttling [5], [15], [19] which enables the level



of concurrency to be changed at runtime, and dynamic voltage
and frequency scaling [5], [6], [10], [15] which changes how
much power is used. Runtime tools supporting dynamic power
management work in conjunction with profilers for the code.
How accurate such tools can become remains to be seen;
in part this depends on the effectiveness of the profilers in
determining the structure of the algorithms being executing.
On the other hand, we are pursuing a complementary approach
which involves theoretically analyzing the energy complexity
of parallel algorithms. Our analysis can statically determine
how to minimize the energy costs associated with the exe-
cution of a parallel application. One advantage of such an
analysis is that one may be able to choose the right algorithm
and resources a priori. Another advantage of our approach is
that it can provide greater insight into the design of algorithms
for energy reduction.

Bingham and Greenstreet used an ETα metric to ana-
lyze energy-time trade-offs for hardware implementations of
arithmetic and sorting algorithms using a model inspired
by properties of CMOS hardware [3]. Prior to this, various
researchers promoted the use of the ET [8] and ET 2 [16]
metrics for modeling the trade-offs. These models present
an abstraction of voltage/frequency scaling to the system
designer to enable reasoning about the overall energy/time
trade-offs of the computation. However, there is a significant
conceptual gap between these hardware inspired models and
the programming paradigms used to code parallel algorithms.
Rather than directly modeling the physical limits of CMOS
circuits, this paper presents models that reflect current parallel
computers and how they are programmed. We define the
energy complexity metric for an algorithm to be the min-
imum energy required for parallel computation as function
of the input size under a performance bound. We view both
concurrency throttling and voltage/frequency scaling as two
orthogonal parameters which affect energy consumption and
execution time. We consider the energy lost to leakage currents
in the processors, during the execution of a parallel algorithm.
This approach enables us to map parallel algorithms to energy
classes based on the optimal configuration of parameters for
the algorithm.

In our earlier work, we studied the relation between energy
and performance for parallel algorithms. The goal of that work
was to optimize the performance given an energy budget [12],
or to optimize energy given a performance requirement [11],
[13]. In this paper, we build on our prior work by developing
the notion of energy complexity which reflects the benefit
of parallelism for reducing energy asymptotically in parallel
applications without loosing on the performance front.

III. PROBLEM DEFINITION AND ASSUMPTIONS

Given a parallel algorithm, an architectural model and a
performance requirement, in [11], we defined energy scalabil-
ity under iso-performance to be the optimal number of cores,
as a function of input size, required for minimum energy
consumption. In this work, we are interested in knowing
how the minimal energy required by a parallel algorithm

varies asymptotically with input size, under the constraint
that the performance of parallel algorithm is not smaller than
the optimal (performance) of the corresponding sequential
algorithm. We answer this question by analyzing the energy
complexity of a parallel algorithm.

Given a parallel algorithm, its energy complexity can be ob-
tained by analyzing energy scalability under iso-performance
with the performance being the optimal sequential perfor-
mance. As discussed in the introduction, we make a few
simplifying architectural assumptions. We assume all active
cores operate at the same frequency and the frequency of the
cores can be varied using a frequency (voltage) probe. A core
switches to the idle state if there is no computation left at
it. For simplicity, we do not model the memory hierarchy
at each core. Each core possesses a fast local cache, and
cores communicate through a point-to-point interconnection
network. The computation and cache access time of the
cores can be scaled by varying the frequency of the cores.
Communication time between the cores is constant. We justify
this assumption by noting that the time consumed for sending
and receiving a message is high compared to the time taken
to route the messages between the cores.

The computation time Tbusy on a given core is proportional
to the number of compute cycles (including cache accesses)
that are executed on the core. Let X be the frequency of a
core, then:

Tbusy = (number of compute cycles)/X (1)

We denote the time for which a given core is active (not idle)
as Tactive . The time taken to transfer a message of size M
between two cores is ts + tw ·M , where ts is the message
startup time and tw is the per-word transfer time.

The following equation approximates the power consump-
tion in a CMOS circuit:

P = CLV
2f + ILV (2)

where CL is the effective load capacitance (accounting for
activity factors), V is the supply voltage, IL is the leakage
current, and f is the operating frequency. The first term
corresponds to the dynamic power consumption by an algo-
rithm, while the second term corresponds to its leakage power
consumption.

In a simple model of CMOS circuits, a linear increase in the
power supply voltage leads to a linear increase in the frequency
of the core. As seen from Equation 2, such a linear increase in
the power supply voltage also leads to a nonlinear (typically
cubic) increase in power consumption. Thus, we model the
dynamic and leakage energies consumed by a core, to scale
cubically and linearly respectively with respect to the operating
voltage:

Edynamic = Ed · Tbusy ·X3

Eleakage = El · Tactive ·X
(3)

where Ed and El are some hardware constants [4]. From Equa-
tion 1, Tbusy is inversely proportional to X , thus Edynamic is
proportional to X2. On the other hand, Tactive can include



the time that a processor is waiting for a message; so, Tactive
does not necessarily scale as X−1, and Eleakage and increase
when X decreases.

Because recent processors have introduced efficient support
for low power sleep modes that can reduce the power con-
sumption to near zero, it is reasonable to consider the energy
consumed by idle cores as 0.

The following parameters and constants are used in the rest
of the paper.
Em: Energy consumed for single message communication

between cores;
F : Maximum frequency of a single core;
N : Input size of the parallel application;
P : Number of cores allocated for the parallel application;
Kc0 : Number of cycles executed at maximum frequency in

message startup time(Kc0 = tsF );
Kc1 : Number of cycles executed at maximum frequency in

per-word transfer time(Kc1 = twF ).

IV. GENERIC ANALYSIS

This section presents an energy complexity analysis of
generic parallel algorithms according to their communication
patterns. In subsequent sections, we classify several represen-
tative parallel algorithms using the energy complexity metric.

For simplicity, we assume that the communication energy
required for transferring a message (word) between any two
cores is constant. A more detailed analysis is done in Sec. VII
with a more realistic communication model. Also, we do not
consider the leakage energy in our initial analyses. However,
in Sec. VI, consider leakage and show that leakage energy
component has significant impact on the asymptotic behavior
of the energy complexity of a parallel algorithm. In all models,
we assume that all communication actions are point-to-point.

As mentioned before, we fix the performance requirement
to be the time taken by the sequential algorithm at maximum
frequency. Let the total number of operations for the sequential
algorithm be W . The time taken and the energy consumed
by the sequential algorithm are given by Tseq = W/F and
Eseq = Ed ·W · F 2.

We evaluate the energy complexity of a parallel algorithm
in a series of steps. Step 1 involves evaluating the frequency
with which the cores should operate such that the parallel
performance matches the sequential performance. In other
words, we scale the computation time of the critical path to
the difference between (a) the required performance and (b)
the time taken for message transfers along the critical path.
Thus, the new reduced frequency X at which all cores should
run is given by:

X = F · Number of computation cycles in the critical path

Tseq − Communication time of the critical path
(4)

where the critical path is the longest path through the task
dependency graph (where edges represents task serialization)
of the parallel algorithm.

The second step of our method involves framing an expres-
sion for the energy consumed by the parallel algorithm running

on P cores at the reduced frequency X . The energy expression
has two parts: the energy for computation (Ecomp) and the
energy for communication (Ecomm ). For the algorithms we
consider when P � N , the total number of computation
steps at all cores is asymptotically same as the number
of computation steps of the sequential algorithm. Thus, the
energy consumed by a parallel algorithm is

E = Ed ·W ·X2 + Ecomm

Now we analyze the above energy expression to obtain the
energy complexity of parallel algorithms with three different
communication patterns namely, no communication, single
message for a constant number of computations and, single
message per each core.

Case 1: No communication. Consider the parallel algorithm
running on P cores. For simplicity, we assume that computa-
tions are equally distributed among the cores i.e, each core has
to perform W/P operations and there is no communication
between the cores. Energy consumption can be reduced by
lowering the frequencies of the cores, so that the parallel
performance matches the performance bound (sequential per-
formance). The reduced frequency of the cores and the reduced
total energy consumed by the parallel algorithm are

X = F/P ; E = Ed ·W · F 2/P 2

It is trivial to see that the energy consumed by the parallel
algorithm under the performance bound decreases with
number of cores. However, the number of cores is bounded
by the input size. Thus, the optimal number of cores required
for minimum energy for this case is N . Thus, the energy
complexity for computations with no communication is
O(W/N2).

Case 2: Single message per constant number of computa-
tions. In this case, we assume that a core sends a message to
all cores for every fixed number of computations. Under the
assumption that computations are equally distributed among
the cores, each core performs W/P computations and W/k
communications for some constant k. Further, we assume that
communication time is overlapped by computation time. In
other words, we assume that the time taken by the parallel
algorithm can be determined by only considering the compu-
tations. As in the earlier case, we scale the frequencies of the
cores so that the parallel performance matches the performance
bound. The reduced frequency of the cores and the total energy
consumed by the parallel algorithm is given by

X = F/P ; E = Ed ·W · F 2/P 2 + Em ·W · P/k

For energy reduction, we require E to be less than Eseq .
This condition gives an upper bound on the number of cores
that can be used. The optimal number of cores required for
minimum energy for this case is given by

Popt =
(
2 · Ed · F 2 · k/Em

)1/3



Note that the optimal number of cores is not dependent on
the input size. Thus, the energy complexity for this case is
O(W/k2/3).

Case 3: Single message per each core. In this case we
assume that on average each core sends a single message.
Under the assumption that communications are masked by the
computations, the reduced frequency of the cores and total
energy consumed by the parallel algorithm is given by

X = F/P ; E = Ed ·W · F 2/P 2 + Em · P

The optimal number of cores required for minimal energy
consumption for this case is given by

Popt =
(
2 · Ed · F 2 ·W/Em

)1/3
Thus, the energy complexity of the parallel algorithm is
O(W 1/3) if Popt < N and O(W/N2) otherwise, where N
is the input size.

V. ANALYSIS OF PARALLEL ALGORITHMS

In this section, we analyze various parallel algorithms for
their energy complexity and try to classify them with respect
to the aforementioned three classes.

a) Parallel Addition: The parallel addition algorithm
adds N numbers using P cores. Initially all N numbers are
assumed to be distributed equally among the P cores; at the
end of the computation, one of the cores stores their sum.
Without loss of generality, we assume that the number of
cores available is some power of two. The algorithm runs in
log2 P steps. In the first step, half of the cores send the sum
they compute to the other half so that no core receives a sum
from more than one core. The receiving cores then add the
number the local sum they have computed. We perform the
same step recursively until there is only one core left. At the
end of computation, a single core will store the sum of all N
numbers.

The sequential algorithm for this problem is trivial: it takes
N − 1 additions to compute the sum of N numbers. By Eq. 1
the running time of the sequential algorithm is given by Tseq =
β ·(N−1)·(1/F ) where, β denotes the number of CPU cycles
required for single addition.

For the parallel algorithm described above, the critical path
is easy to find: it is the execution path of the core that has the
sum of all numbers at the end. We can see that there are log(P )
communication steps and ((N/P )− 1+ log(P )) computation
steps.

By Eq. 4, the reduced frequency with which the cores should
run so that the parallel running time is same as the running
time of the sequential algorithm is given by

X = F · (N/P − 1 + log(P )) · β
β · (N − 1)− log(P ) · (Kc0 +Kc1)

If N/P � log(P ) i.e.,N � P · log(P ), then X ≈ F/P .
The number of message transfers for this parallel algorithm

when running on P cores is (P − 1) (on average a single
message per core). Moreover, observe that the total number of

computation steps at all cores is N −1. The energy consumed
by the parallel addition algorithm running on P cores at
frequency X is given by:

E = Ed · β ·N · F 2/P 2 + Em · P (5)

The optimal number of cores required for minimum energy
consumption is given by

Popt =
(
2 · Ed · F 2 ·N/Em

)1/3
= O(N1/3)

Thus, the asymptotic energy complexity of the parallel
addition algorithm is O(N1/3). Note that, N should be
greater than P · log(P ) for this asymptotic result to apply.

b) Naı̈ve Quicksort: Consider a naı̈ve (and inefficient)
parallel algorithm for quicksort. Recall that in the quicksort
algorithm, an array is partitioned into two parts based on a
pivot, and each part is solved recursively. In the naı̈ve parallel
version, an input array is partitioned into two parts by a single
core (based on a pivot), and then one of the sub-arrays is
assigned to another core. Now each core partitions its array
using the same approach as above, and assigns one of its
sub-arrays to an idle core. This process continues until all
the available cores have received tasks. After the partitioning
phase, in the average case, each core will have roughly the
same number of elements from the input array. Finally, all
of the cores sort their arrays in parallel, using the serial
quicksort algorithm on each core. The sorted input array can be
recovered by traversing the cores. The naı̈ve parallel quicksort
algorithm is very inefficient (in terms of performance), because
the initial partitioning of the array into two sub-arrays is done
by single core; thus, the execution time of this algorithm is
bounded from below by the length of the input array.

Assume that the input array has N elements and the number
of cores available for sorting are P . Without loss of generality,
we assume both N and P are powers of two, so that N = 2a,
for some a and P = 2b, for some b. For simplicity, we also
assume that during the partitioning step, each core partitions
the array into two equal size sub-arrays by choosing the
appropriate pivot (the usual average case analysis).

The sequential algorithm for this problem takes Kq · N ·
log(N) comparisons to sort N numbers, where Kq ≈ 1.4
is the quicksort constant. By Eq. 1 the running time of the
sequential algorithm is given by Tseq = β ·Kq ·N · log(N) ·
(1/F ) where, β denotes the number of CPU cycles required
for single comparison

The critical path of this parallel algorithm is the execution
done by the core which initiates the partitioning of the input
array. The total number of computation steps in the critical
path is 2N(1 − (1/P )) +Kq((N/P ) · log(N/P )). The total
number of communication steps and communication messages
(words) in the critical path are, respectively log(P ) and N(1−
(1/P )).

By Eq. 4, the reduced frequency with which the cores should
run so that the parallel running time is same as the running
time of the sequential algorithm is given by Eq. 6 below.



X = F · (2N(1− (1/P )) +Kq((N/P ) · log(N/P ))) · β
β · (Kq ·N · log(N))− (log(P ) ·Kc0 +N · (1− (1/P )) ·Kc1)

(6)

If 2N(1− (1/P ))� Kq((N/P ) · log(N/P )) and Kq ·N ·
log(N) � log(P ) · Kc0 + N · (1 − (1/P )) · Kc1 , then the
frequency X can be approximated by F/P The constraint for
N simplifies to requiring N to be exponentially larger than P
i.e., P � log(N).

The number of message transfers for this parallel algorithm
running on P cores is log(P ) · (N/2). Moreover, the total
number of computation steps at all cores is approximately
Kq ·N · log(N). The energy consumed by the naı̈ve quicksort
algorithm running on P cores at frequency X is given by:

E = Ed · β ·Kq ·N · log(N) · F 2/P 2 + Em · log(P ) ·N

The optimal number of cores required for minimum energy
consumption is given by

Popt =
(
2 · Ed · β ·Kq · F 2 · log(N)/Em

)1/2
= O(log1/2(N))

and thus the energy complexity of the naı̈ve quicksort
algorithm is O(N log(log(N))). Again, P should be less
than log(N) for this result to apply.

c) Parallel Quicksort: The parallel quicksort formulation
[20] works as follows. Let N be the number of elements to
be sorted and P = 2b be the number of cores available. Each
cores is assigned a block of N/P elements, and the labels
of the cores {1, ..., P} define the global order of the sorted
sequence. For simplicity, we assume that the initial distribution
of elements in each core is uniform. The algorithm starts
with all cores sorting their own set of elements (sequential
quicksort). Then ‘Core 1’ broadcasts via a tree of processes
the median of its elements to each of the other cores. This
median acts as the pivot for partitioning elements at all cores.
Upon receiving the pivot, each cores partition its elements
into elements smaller than the pivot and elements larger than
the pivot. Next, each Core i where i ∈ {1...P/2} exchanges
elements with the Core i+P/2 such that core i retains all the
elements smaller than the pivot, and Core i+ P/2 retains all
elements larger than the pivot. After this step, each Core i (for
i ∈ {1....P/2}) stores elements smaller than the pivot, and the
remaining cores ({P/2+ 1, ...P}) store elements greater than
the pivot. Upon receiving the elements, each core merges them
with its own set of elements so that all elements at the core
remain sorted. The above procedure is performed recursively
for both sets of cores, splitting the elements further. After
b recursions, all the elements are sorted with respect to the
global ordering imposed on the cores.

Because all of the cores are busy all of the time, the critical
path of this parallel algorithm is the execution path of any
one of the cores. The total number of computation steps in
the critical path is (N/P ) · logP + Kq(N/P · log(N/P )),
where Kq ≈ 1.4 is the quicksort constant. The total number

of communication steps and communication messages (words)
in the critical path are, respectively (1+ log(P )) · log(P ) and
(log(P ) + (N/P )) · log(P ).

By Eq. 4, the reduced frequency with which the cores should
run so that the parallel running time is same as the running
time of the sequential algorithm is given by Eq.7 below.

If β ·Kq ·N · log(N)� ((1 + log(P )) ·Kc0 + (log(P ) +
(N/P )) ·Kc1) · log(P ), then the frequency X can be approx-
imated by F/P . The constraint for N simplifies to requiring
N � max(2(Kc1

/(β·Kq)), P · log(P ) ·Kc0/Kc1).
The number of message transfers for this parallel algorithm

running on P cores is approximately log(P )·(N/2). Moreover,
the total number of computation steps summed over all cores
is approximately Kq ·N ·log(N). The energy consumed by the
parallel quicksort algorithm running on P cores at frequency
X is given by:

E = Ed · β ·Kq ·N · log(N) · F 2/P 2 + Em · log(P ) ·N

Note that energy expression above is same as the energy
expression we derived for the naı̈ve quicksort algorithm. Thus
the energy complexity of the parallel quicksort algorithm
is also O(N log(log(N))). It is interesting to see that both
parallel quicksort and naı̈ve quicksort have same energy
complexity given that they have different performance
characteristics [14]. However, for the naı̈ve quicksort
algorithm running on a multicore with a moderate (or larger)
number of cores, there are no practical values of N for which
the asymptotic results apply. On the other hand, the parallel
quicksort algorithm can do well for reasonable values of N
as long as the interconnect bandwidth is reasonably large (i.e.
Kc1 is small).

d) LU factorization: Given a N × N matrix A, LU
factorization computes a unit lower triangular matrix L and
an upper triangular matrix U such that A = LU. A standard
way to compute LU factorization is by Gaussian elimination.
In this approach, the matrix U is obtained by overwriting A.
We presume that the reader is familiar with the Gaussian
elimination algorithm. Recall that Gaussian elimination
requires about N3/3 paired additions and multiplications
and about N2/2 divisions. (For our asymptotic performance
analysis we ignore the latter, lower-order term). The time
taken by the algorithm on a single core, running at maximum
frequency is given by Tseq = (β · N3)/(3 · F ) where β
is number of cycles required for a paired addition and
multiplication

Parallel Algorithm: There are many parallel algorithms for
LU factorization problem. Here we consider only the coarse-
grain 1-D column parallel algorithm [7] for our performance
analysis. Each core is assigned roughly N/P columns of the



X = F · β · (N/P ) · (Kq log(N)− (Kq − 1) logP )

β · (Kq ·N · log(N))− ((1 + log(P )) ·Kc0 + (log(P ) + (N/P )) ·Kc1) · log(P )
(7)

matrix and the cores communicate with each other to obtain
the required matrix U. The algorithm at each of the P cores
is described as follows:

LU Factorization
1: for k = 1 to N − 1 do
2: if k ∈ mycols then
3: for i = k + 1 to N do
4: lik = aik/akk {multipliers}
5: end for
6: end if
7: broadcast {lik : k < i ≤ N} {broadcast}
8: for J ∈ mycols, j > k do
9: for i = k + 1 to N do

10: aij = aij − likakj {update}
11: end for
12: end for
13: end for

In the algorithm, matrix rows need not be broadcast verti-
cally, since any given column is stored entirely by a single
processor. However, there is no parallelism in computing
multipliers or updating a column. Horizontal broadcasts are
required to communicate multipliers for the updates.

On average, each core performs roughly N3/(3 · P ) oper-
ations (one addition and one multiplication). Moreover, each
core broadcasts about N2/2 matrix elements in N communi-
cation actions. We assume that broadcasts for successive steps
can be overlapped. By Eq. 4, the reduced frequency with which
the cores should run so that the parallel running time is the
same as the running time of the sequential algorithm is given
by

X = F · (N3/(3 · P )) · β
(N3/3) · β − (N ·Kc0 +

N2

2 ·Kc1)

If (N3/3) · β � (N ·Kc0 +
N2

2 ·Kc1), then the frequency X
can be approximated by F/P The constraint for N simplifies
to N � max(Kc1/β,Kc0/Kc1).

The parallel algorithm performs a total of P · (N2/2)
message transfers and a total of N3/3 computation steps. This
yields a total energy for the parallel algorithm when run on P
cores at frequency X of:

E = (Ed ·N3 · F 2)/(3 · P 2) + Em · P ·N2/2

The optimal number of cores for minimum energy consump-
tion is given by

Popt =
(
(4 · Ed · F 2 ·N)/(3 · Em)

)1/3
= O(N1/3)

and thus the energy complexity of the parallel LU factorization
algorithm is O(N7/3).

e) Prim’s Parallel MST: A spanning tree of an undirected
graph G is a subgraph of G that is a tree containing all
vertices of G. In a weighted graph, the weight of a subgraph
is the sum of the weights of the edges in the subgraph. A
minimum spanning tree for a weighted undirected graph is
a spanning tree with minimum weight. Prim’s algorithm is
a greedy method for finding a MST. The algorithm begins
by selecting an arbitrary starting vertex. It then grows the
minimum spanning tree by choosing a new vertex and edge
that are guaranteed to be in the minimum spanning tree. The
algorithm continues until all the vertices have been selected.
We provide the code for the algorithm below.

PRIM MST(V,E,w, r)
1: VT = {r};
2: d[r] = 0;
3: for all v ∈ (V − VT ) do
4: if edge(r, c) exists then
5: set d[v] = w(r, v)
6: else
7: set d[v] =∞
8: end if
9: while VT 6= V do

10: find a vertex u such that d[u] = min{d[v]|v ∈ (V −
VT )};

11: VT = VT ∪ {u}
12: for all v ∈ (V − VT ) do
13: d[v] = min{d[v], w(u, v)};
14: end for
15: end while
16: end for

In the above program, the body of the while loop (lines
10–13) is executed N − 1 times, where N is the number
of vertices in the graph. Both the number of comparisons
performed for evaluating min{d[v]|v ∈ (V − VT )} (Line 10)
and the number of comparisons performed in the for loop
(Lines 12 and 13) decreases by one for each iteration of the
main loop. Thus, by simple arithmetic, the overall number of
comparisons done by the algorithm is roughly N2 (ignoring
lower order terms). The time taken by the algorithm on a
single core, running at the maximum frequency is given by
Tseq = β · N2/F , where β is number of cycles required to
compare the weights of two edges.

Parallel Algorithm: We consider the parallel version of Prim’s
algorithm in [14]. Let P be the number of cores, and let N be
the number of vertices in the graph. The set V is partitioned
into P subsets such that each subset has N/P consecutive
vertices. The work associated with each subset is assigned to a
different core. Let Vi be the subset of vertices assigned to core
Ci for i = 0, 1, · · · ,M−1. Each core Ci stores the part of the



array d that corresponds to Vi. Each core Ci computes di[u] =
min{di[v]|v ∈ ((V \ VT ) ∩ Vi)} during each iteration of the
while loop. The global minimum is then obtained over all di[u]
by sending the di[u] values from each core to core C0. Core C0

now holds the new vertex u, which will be inserted into VT .
Core C0 broadcasts u to all cores. The core Ci responsible
for vertex u marks u as belonging to set VT . Finally, each
processor updates the values of d[v] for its local vertices. When
a new vertex u is inserted into VT , the values of d[v] for
v ∈ (V \ VT ) must be updated. The core responsible for v
must know the weight of the edge (u, v). Hence, each core Ci
needs to store the columns of the weighted adjacency matrix
corresponding to the set Vi of vertices assigned to it.

For the parallel algorithm, each core performs about N2/P
comparisons. Each edge to add to the tree is selected by
each core finding the best local candidate followed by a
global reduction. Under the assumption that reductions and
broadcasts happen in a tree fashion, the total number of
communication steps at each core is 2 · log(P ) ·N (ignoring
lower order terms).

By Eq. 4, the reduced frequency with which the cores should
run so that the parallel running time is same as the running
time of the sequential algorithm is given by

X = F · (N2/P ) · β
N2 · β − 2 · log(P ) ·N · (Kc0 +Kc1)

If N � max(P, 2 · log(P ) · ((Kc0 + Kc1)/β)), then the
frequency X can be approximated by F/P .

The number of message transfers required in total by the
parallel algorithm is 2·P ·N . Furthermore, the total number of
computation steps at all cores on average is N2. The energy
consumed by the parallel MST algorithm running on P cores
at frequency X is given by:

E = Ed ·N2 · F 2/P 2 + Em · P · 2 ·N

The optimal number of cores required for minimum energy
consumption is given by

Popt =
(
Ed · F 2 ·N/Em

)1/3
= O(N1/3)

and thus the energy complexity of the parallel MST algorithm
is O(N4/3).

VI. THE EFFECT OF LEAKAGE ENERGY

We now consider the effect of leakage power on the energy
complexity of parallel algorithms. While the recent introduc-
tion of high-k dielectrics has reduced the magnitude of gate
leakage [9], drain-to-source leakage currents remain a sig-
nificant design concern. Thus, we consider the consequences
of including leakage energy in our model for energy-optimal
computation.

By Eq. 3, the leakage energy consumed by a parallel
algorithm running on P cores at frequency X is given by
Eleakage = El · Tactive ·X where

Tactive = 1
X · (Total number of computation cycles)

+ Kc

F · (Total number of communications steps)

The first term of this equation represents the total active time
spent by all cores that are performing some computation, and
the second term represents the total active time spent by all
cores during message transfers.

After substitution, the leakage energy Eleakage can be
expressed:

Eleakage =

El · (Total number of computation cycles)+

El · Kc·X
F · (Total number of communications steps)

By our assumption that P � N , the total number of com-
putation cycles at all cores has the same order as that of
the number of computation cycles of the sequential version
of the algorithm. As a result, for all parallel algorithms,
the first term in the leakage energy expression has a higher
complexity than any other component in the energy expression,
irrespective of how many cores are used. In other words,
the energy complexity of a parallel algorithm would be the
same, to within constant factors, as the energy complexity of
the corresponding sequential algorithm. Thus, if we assume a
model with energy leakage that is proportional to execution
time, asymptotically there is no benefit in using an increasing
number of cores.

VII. A MORE REALISTIC COMMUNICATION MODEL

We now consider the effect of using a more realistic model
of time and energy required for communication in scalable
multicore architectures. We do so by performing a generic
analysis, as we have done earlier, except that we use a more
realistic terms for communication energy. Specifically, we
assume that the energy consumed by a single message transfer
between any two cores is proportional to the distance between
the cores. For example, in a 2D grid, the average energy
required for sending a single message between any two cores
in the grid is given by Em ·

√
P . However, as was the case

earlier, we assume that the communication time between any
two cores is constant.

For the 2D grid communication model, we analyze the
energy expression given by Eq. 5 to obtain the energy
complexity of parallel algorithms with three different
communication patterns, namely, no communication, a single
message for a constant number of computations and, a single
message for each core.

Case 1: No communication. This is a trivial case: because
no communication is involved, the energy complexity is the
same as earlier: O(W/N2).

Case 2: Single message per constant number of computa-
tions. If one message is sent for every k operations for some
constant k, then the total energy consumed by the parallel
algorithm running at reduced frequency X = F/P is given
by:

E = Ed ·W · F 2/P 2 + Em ·W · P 3/2/k



Parallel Algorithm Optimal Cores Energy Complexity Improvement
(sequential/ parallel energy)

Addition O(N
2
7 ) O(N

3
7 ) O(N

4
7 )

Naı̈ve Quicksort
(

log(N)
log(log(N))

) 1
3 O(N · log

1
3 (N) · (log(log(N)))

2
3 )

log
2
3 (N)

(log(log(N)))
2
3

Parallel Quicksort
(

log(N)
log(log(N))

) 1
3 O(N · log

1
3 (N) · (log(log(N)))

2
3 )

log
2
3 (N)

(log(log(N)))
2
3

LU Factorization O(N
2
7 ) O(N

17
7 ) O(N

4
7 )

Prim’s MST O(N
2
7 ) O(N

10
7 ) O(N

4
7 )

TABLE I
ENERGY COMPLEXITY OF PARALLEL ALGORITHMS UNDER 2D GRID COMMUNICATION MODEL

The optimal number of cores required for minimum energy in
this case is given by:

Popt =
(
(4 · Ed · F 2 · k)/(3 · Em)

)2/7
Note that the optimal number of cores is again not dependent
on the input size. Thus, the energy complexity for this case
is O(W/k4/7) – the dependence on W is the same as for the
earlier case, but the sensitivity to the number of computation
actions per message, k is slightly less than for the earlier
model.

Case 3: Single message per each core. For this case, the total
energy consumed by the parallel algorithm running at reduced
frequency X = F/P is given by

E = Ed ·W · F 2/P 2 + Em · P 3/2 (8)

The optimal number of cores required for minimal energy
consumption for this case is given by

Popt =
(
(4 · Ed · F 2 ·W )(3 · Em)

)2/7
Thus, the energy complexity of the parallel algorithm is
O(W 3/7) if Popt < N and O(W/N2) otherwise, where N
is the input size.

Table 1 shows the energy complexity for parallel algorithms
considered earlier under this communication model. Observe
that all algorithms considered have a better energy complexity
than the corresponding sequential algorithms. However, the
improvement (sequential energy complexity/parallel energy
complexity) obtained in this model is asymptotically smaller
than the improvements obtained for the earlier model that dis-
regarded the impact of communication distance. Furthermore,
we note that, for each of parallel algorithms considered, as
the message complexity increases, parallel energy complexity
decreases.

VIII. DISCUSSION

Our analysis shows that the energy consumed by a parallel
application can be reduced asymptotically by determining the
optimal number of cores and their frequency for a given
algorithm, without losing performance. The asymptotic energy
reduction depends on the communication and computation
structure of the parallel application. For example, asymptotic

energy reduction (improvement) of the parallel addition algo-
rithm, the LU factorization, and the Parallel MST algorithm
are same – O(N

2
3 ).

On the other hand, the two parallel versions of the quicksort
algorithm have similar characteristics but differ from the other
three algorithms. The two versions of quicksort have the same
asymptotic growth, but the algorithm that was designed for
parallel processors approaches this asymptote for practical
input sizes, whereas the naı̈ve algorithm only requires an
input size that is exponentially larger than the number of
processors. This illustrates a key contribution of our approach:
by identifying constraints on the input size an number of
processors required to achieve the asymptotic performance
bounds, we our model can distinguish practical algorithms
from ones that are of only a purely theoretical interest.

Our analysis shows that leakage energy can have a dramatic
effect on the energy complexity of parallel algorithms. Specif-
ically, we found that there is no asymptotic energy reduction
possible if leakage energy is significant.

We observed that message complexity plays a major role
in determining the energy complexity. Specifically, our model
quantifies how higher message complexities result in lower
improvements in the parallel energy complexity with respect of
the sequential energy complexity. In particular, when the effect
of communication distance was considered, the energy savings
of parallel computation were reduced for all of the algorithms
that we considered. Thus, we expect that an appropriate model
for communication time and energy will be essential for any
practical analysis of algorithms for highly parallel computers.

Our analysis could be extended to be closer to some
proposed multicore architectures. One abstract way to do this
would be to develop a variant of the BSP model of parallel
computation [21], specifically, one that takes into account the
fact that for multicore architectures, the memory hierarchy
may include a level consisting of shared memory between a
small number of cores.
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